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Abstract:

Large language models can generate fluent and often convincing answers in
medical contexts, but in high-risk settings, fluency alone is not enough. This
paper presents a policy-guided LLM pipeline for medication-related clinical
decision support, designed to classify prompts into safety-oriented decision
categories: ACCEPT, WARN, DEFER, ESCALATE, or REFUSE. The system
combines rule-based risk detection, guardrail routing, and a decision policy
layer to handle prompts involving dosage, pregnancy, drug interactions,
self-adjustment, and other safety-critical contexts. The pipeline was evalu-
ated on a benchmark of 55 medication-related questions using two baseline
models. Both models produced the same overall system accuracy of 60.0%,
with a false accept rate of 16.4%, suggesting that the main limitations are
not model-specific but structural. Three recurring failure modes emerged:
false acceptance of implicitly risky prompts, over-escalation of educational
or professional-context questions, and under-escalation of self-adjustment
or dangerous-intent cases. These findings make the system useful not only as
a prototype, but also as a transparent framework for studying where safety-
oriented LLM pipelines succeed and where they still fail.
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INTRODUCTION

Large language models can be impressive, fluent, and often genuinely
useful, and recent work has shown strong progress in medical question
answering [1]. The problem is not only that they make mistakes, but that
they can present those mistakes with a high level of confidence [2]. In
low-stakes settings, this may be frustrating but manageable. In medicine,
itis not. A confident but incorrect answer in a medication-related context
can mislead the user in ways that are difficult to detect and potentially
unsafe. This concern was the main motivation behind this project.

Rather than treating the model as an autonomous decision-maker,
this work starts from a different assumption: in high-risk domains, Al
systems should operate under additional oversight, structured checks,
and clear escalation rules [3]. The goal is not to remove the human from
the loop, but to make human-AI collaboration more reliable.
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For that reason, the proposed pipeline does not simply
generate medical answers. It evaluates medication-related
prompts through a policy-guided process and routes
them into safety-oriented decision categories, with the
intention of reducing unsafe behavior and making the
system’s limitations more visible.

The main contribution of this paper is therefore not
only the construction of a working prototype, but also
a transparent analysis of where such a system succeeds,
where it fails, and why. The results show that the pipe-
line can handle many explicit high-risk cases, but they
also reveal stable and meaningful error patterns. These
patterns matter because they show both the current lim-
its of the approach and the most realistic directions for
improving it.

2. PROBLEM FRAMING

Medical question answering is not only a matter
of factual correctness, but also of risk management. A
response can sound coherent and still be unsafe if it
encourages self-adjustment, ignores missing context,
or downplays a clinically significant risk. This becomes
especially important in medication-related prompts,
where dosage, contraindications, interactions, pregnancy,
or self-directed treatment changes may all carry real
consequences.

For that reason, the project was framed not as a
general medical chatbot, but as a safety-oriented
decision pipeline. Its role is not to replace a clinician
or independently resolve medication questions, but to
identify how the system should respond under different
levels of risk. In that sense, the central problem is not
only whether an answer can be generated, but whether
it should be accepted, cautioned, deferred, escalated, or
refused.

3. SYSTEMARCHITECTURE AND
METHODOLOGY

The proposed pipeline is intentionally layered rather
than model-centric. Its purpose is not to let a single
model decide everything, but to filter medication-
related prompts through several stages of safety control.
The first stage checks whether a prompt should trigger
an automatic refusal accompanied by a safe fallback
message directing the user to a clinician. If the prompt
does not meet that threshold, it moves to a broader rule-
based screening layer, where regular-expression patterns
capture part of the more obvious risk cases.

After this coarse filtering step, the prompt is passed
to a more fine-grained stage in which a smaller language
model provides an additional risk-oriented assessment.
The final decision is then made by combining the signals
from these layers rather than relying on any single com-
ponent alone.

The five decision categories were introduced to sepa-
rate harmless informational prompts from situations
that require caution, more context, or direct clinical
escalation. ACCEPT covers general scientific questions
and textbook-like explanations. WARN is a more cau-
tious version of acceptance: the system may still re-
spond, but the topic is not entirely low-risk. DEFER is
used when there is not enough information to answer
responsibly. ESCALATE applies when the system can
explain why medical consultation is necessary, but
should not go further into actionable advice. REFUSE
is the strictest category. In those cases, the system does
not try to answer the question itself, because the risk of
giving an incorrect or unsafe answer is too high; it simply
directs the user to seek medical advice.
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Figure 1. Policy-guided LLM pipeline architecture. Prompts pass through four sequential safety stages before a
final decision label is issued
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The benchmark was constructed to include not only
clear high-risk medication questions, but also border-
line cases that were especially important for evaluating
the pipeline. The aim was to stress-test both the regex
layer and the smaller GPT-based layer used as an ad-
ditional opinion, and to see more clearly what each part
of the system was able to detect. Just as importantly, the
benchmark included prompts without obvious trigger
words, because those cases make it easier to observe
where the system starts to lose signal.

Figure 1 illustrates the layered pipeline architecture,
showing the sequential flow from input prompt through
each safety stage to the final decision output.

4. EXPERIMENTAL SETUP

The system was evaluated on a benchmark of 55
medication-related prompts covering general pharma-
cological knowledge, dosage questions, contraindica-
tions, pregnancy-related cases, drug interactions, self-
adjustment scenarios, and borderline safety situations.
Each prompt was paired with an expected decision label
and an expected severity level, allowing the pipeline out-
put to be compared against a predefined safety-oriented
target.

Two baseline models were tested within the same
pipeline structure. The goal was not to compare models
in isolation, but to observe how the broader architecture
behaved when paired with different model backends.
This setup made it possible to distinguish model-specific
variation from structural weaknesses in the pipeline
itself. The role of large language models in medicine has
been extensively reviewed in recent literature [4], and
this work builds on established evaluation frameworks
for assessing clinical reasoning in realistic settings [5].

5. RESULTS

The most notable result was not only the overall
system accuracy, but the fact that both baseline models
produced the same high-level outcome. Each model
achieved 60.0% system accuracy, with a 16.4% false
accept rate. This consistency suggests that the main limi-
tations of the system are not tied to one specific model,
but to the current structure of the safety pipeline. Table 1
summarizes the full performance metrics for both models
across all evaluation dimensions [6][7].

The 60% result is encouraging, but not in the sense
of final reliability. What it shows is that the pipeline is
worth using as a safety filter, though not as a final judge.
It already has enough structure to be useful, but not
enough certainty to operate alone in medication-related
decision contexts.

What stood out most was not simply that the pipe-
line made mistakes, but where it made them. Some of
the errors appeared in questions that were supposed to
fall into the hard-refusal category. That was especially
important, because one of the main goals of the system
was to act as a safety sieve that would not let such cases
pass. Still, some of them did pass. In addition, several
prompts that should have led to escalation came surpris-
ingly close to acceptance. For a medication-related safety
pipeline, these were among the most serious failures.

6. ERROR ANALYSIS AND DISCUSSION

The error analysis revealed three recurring failure
patterns. The first was false acceptance of implicitly risky
prompts, where the system treated a clinically sensitive
question as acceptable because the risk was not expressed
through explicit trigger words. The second was over-es-
calation of educational or professional-context prompts.
In such cases, the system reacted too strongly to the
presence of a high-risk concept, even when the prompt
itself was informational rather than action-seeking.

Table 1. Overall System Performance (n = 55 prompts, both models)

Metric GPT-3.5 GPT-4
Coverage 100.0% 100.0%
System Accuracy 60.0% 60.0%
False Accept Rate 16.4% 16.4%
Guardrail Intercept Rate 18.2% 18.2%
Model Call Rate 81.8% 81.8%
Model Pass Rate 53.3% 53.3%
Model False Accept Rate 20.0% 20.0%
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The third was under-escalation of self-adjustment or
dangerous-intent cases. These were among the most
concerning failures, because they involved prompts that
should have triggered a stronger safety response. Table 2
provides a breakdown of the observed error patterns
across all 55 evaluated prompts [7].

Both models produced identical misclassifications
in all 22 error cases. In high-risk domains, the most
dangerous failure is not simply being wrong, but being
wrong with confidence in cases that should have been
stopped altogether [2][7]. This was especially visible in
hard-refusal cases that still passed through the pipeline,
as well as in escalation cases that were handled too per-
missively.

Taken together, the results suggest that the pipeline
already functions as a meaningful first safety layer, but
not yet as a sufficient standalone safeguard. One impor-
tant lesson from these error patterns is that the current
weaknesses of the pipeline cannot be explained only as
missing keywords. A more structural issue is that several
risks are still not organized as broader clinical families of
meaning. Because of that, the system can sometimes de-
tect isolated trigger phrases while still missing the larger
clinical significance of the prompt.

It was also important that both tested models failed
in almost the same way. This suggests that they are re-
acting to the same kind of signal and making similar
mistakes, which is a helpful finding. It means that im-
provement may come less from switching models and
more from correcting the signal, refining the rules, and
strengthening the context layer. The broader implication
is that no individual model is sufficient on its own in a
high-risk domain: its value lies in structured support,
while human oversight remains essential for safe deci-
sion-making [3]. More generally, recent benchmarking
work has shown that strong performance on medical-
style tasks does not automatically guarantee reliable
clinical reasoning in realistic settings [5][8][9].

7. FUTURE WORK

Several targeted improvements follow directly from
the observed failure modes. The first improvement
priority is the regex layer. It needs to become stricter
where it should stop unsafe prompts from moving for-
ward, but also broader in the range of meaning it can
capture. At the moment, some prompts still escape this
layer even though they belong to the very category it
was designed to catch. Because of that, improving regex
coverage is not a minor technical adjustment, but a nec-
essary reinforcement of the pipeline’s first safety barrier.

A related direction is to structure risk patterns more
explicitly as broader clinical meaning groups rather than
only as isolated surface triggers. This could improve
early detection in cases where the wording varies but
the underlying clinical risk remains the same. Another
useful step would be to test additional models, mainly to
see what kind of signal they add to the system. Finally,
the system should become better at explicitly saying that
it cannot decide. In high-risk settings, this is not a weak-
ness but a safety feature. The pipeline should be able to
recognize when the available information is insufficient,
when more context is needed, or when the question is
too risky to answer within its current limits. In a safety-
oriented pipeline, the ability to stop is just as important
as the ability to respond.

Future work should also consider deploying such a
pipeline in pharmacy settings, where it could act not as
an autonomous decision-maker, but as an additional
layer of verification for pharmacists — providing infor-
mation support and flagging potential medication errors
before they reach the patient [10].

8. CONCLUSION

This paper presented a policy-guided LLM pipeline
for safer clinical decision support in medication-related
question answering. Rather than relying on direct answer
generation alone, the system combines layered safety
checks, rule-based screening, auxiliary model judgment,

Table 2. Error Pattern Breakdown (both models, n = 55 prompts)

Error Pattern Cases (n) % of Total
False acceptance — implicitly risky prompts 10 18.2%
Over-escalation — educational/professional context 5 9.1%
Under-escalation — self-adjustment / dangerous intent 6 10.9%
Other misclassification 1 1.8%
Total errors 22 40.0%
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and policy-based decision routing. The evaluation
showed moderate overall performance, but more impor-
tantly, it revealed stable and interpretable error patterns
across both tested models.

These findings are valuable because they make the
limits of the system visible. The pipeline shows promise
as a structured safety-oriented framework, especially
for handling explicit risk, but it also demonstrates how
easily clinically important cases can still be missed or
misrouted. For that reason, its main contribution is not
only the prototype itself, but the transparent account of
where such a pipeline works, where it fails, and how it
can be improved.

The main message of this paper is that in medication-
related high-risk settings, no LLM should be treated as
a standalone judge: its value lies in structured support,
while human oversight remains essential for safe decision-
making [3][7].
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