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Abstract:

Protection against zero-day and polymorphic malware, particularly those
targeting the Windows Portable Executable (PE) format, requires detec-
tion mechanisms that are both highly accurate and capable of real-time
operation. Traditional approaches, including signature-based detection
and computationally intensive dynamic analysis, struggle to meet the strict
sub-second latency requirements of modern endpoint protection systems,
limiting their effectiveness against evolving threats. This study evaluates
the performance and practical applicability of tree-based ensemble models,
Random Forest, XGBoost, and Light GBM, for static malware detection in PE
files. The proposed framework employs a zero-execution pipeline, extracting
metadata, section entropy, and Import Address Table (IAT) configurations,
while applying Information Gain (IG) and Principal Component Analysis
(PCA) to reduce computational overhead. Experimental results on bench-
mark datasets show that tree-based ensembles outperform deep learning
models, such as Multilayer Perceptrons (MLPs) and Convolutional Neural
Networks (CNNs), as well as traditional machine learning approaches in
handling high-dimensional tabular data. While XGBoost achieves the highest
classification accuracy of 99.68%, LightGBM demonstrates superior overall
operational performance. Its efficiency, enabled by leaf-wise tree growth and
histogram-based optimization, ensures low-latency inference and reduced
memory usage. These properties make it well-suited for Endpoint Detection
and Response (EDR) systems, where real-time performance is essential. The
findings also highlight the importance of integrating Explainable AI (XAI)
and advanced training strategies to improve robustness against increasingly
sophisticated evasion techniques.
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INTRODUCTION

The volume of malware threats continues to grow at a rapid pace,
with Windows-based systems remaining a primary target. More than
85% of newly identified malware is specifically developed for Windows
environments [1]. A significant portion of these threats exploits the Portable
Executable (PE) format, which serves as the standard file structure for
native executable code on both 32-bit and 64-bit Windows operating
systems [2].
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At the same time, daily malware detections number
in the hundreds of thousands, highlighting the scale and
persistence of modern cyber threats [3]. As a result, the
PE format represents a critical attack surface in contem-
porary cybersecurity.

Traditional security architectures based on signature
matching are increasingly inadequate. While comparing
static file hashes remains effective for identifying known
threats, it fails when confronted with zero-day vulnera-
bilities and polymorphic malware [4]. Modern attackers
frequently employ obfuscation, packing, and encryption
techniques to modify the binary structure of malicious
payloads [5]. These methods enable the generation of
unique file signatures across infection cycles, render-
ing conventional antivirus solutions ineffective against
previously unseen variants [1]. Consequently, there is a
growing need for analytical approaches that can iden-
tify underlying malicious patterns rather than relying
on static signatures.

In the context of endpoint protection, detection
speed is a critical requirement. Effective defense systems
must identify and isolate malicious files before execution
and persistence mechanisms are established on the host
system [6]. Reliance on centralized detection introduces
unacceptable delays, particularly in time-sensitive sce-
narios. Therefore, modern solutions require detection
pipelines capable of processing large volumes of binaries
within sub-second timeframes while maintaining system
performance [7]. This constraint favors analytical models
that support efficient, localized decision-making over
traditional, resource-intensive approaches.

Machine learning-based malware analysis generally
follows two primary methodologies, dynamic and static
analysis. Dynamic analysis involves executing potentially
malicious code within a controlled sandbox environment
to observe runtime behavior [8]. Although this approach
provides detailed behavioral insights, it is computationally
expensive, relatively slow, and susceptible to evasion tech-
niques designed to detect virtualized environments [3].
Such techniques allow malware to alter or suppress its
behavior, effectively bypassing detection.

In contrast, static analysis avoids these limitations
by examining PE file structures, including headers, im-
ported functions, and metadata, without executing the
code. This approach enables significantly faster and safer
evaluation while requiring substantially fewer computa-
tional resources [2], [1]. Due to its efficiency and scal-
ability, static analysis is widely regarded as a suitable
foundation for real-time endpoint protection systems
based on machine learning.
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2. RELATED WORK

Recent research in static malware detection has
increasingly focused on machine learning approaches
applied to PE files. Particular attention has been given
to the effectiveness of tree-based ensemble models, the
role of large-scale benchmark datasets such as EMBER,
and the growing challenge of adversarial evasion tech-
niques. These studies collectively emphasize the need to
balance high detection accuracy with the computational
efficiency required for real-time endpoint protection.

2.1.SUCCESS OF TREE-BASED ENSEMBLES

Static analysis of PE files generates high-dimensional
tabular datasets that pose challenges for traditional
machine learning algorithms. Methods such as Support
Vector Machines (SVM) and Naive Bayes often struggle
to efficiently process such data, leading to increased
latency or elevated False Positive Rates (FPR). In contrast,
tree-based models have significantly improved perfor-
mance in this domain. Louk and Tama [9] demonstrated
that ensemble methods, including Random Forest, XG-
Boost, and LightGBM, consistently achieve high detection
rates while maintaining the low computational overhead
required for real-time endpoint deployment. This
advantage is largely due to their ability to model complex
nonlinear relationships within feature spaces.

Further studies confirm these findings. Azmee et al.
[10] showed that XGBoost outperforms classical classi-
fiers in PE malware detection, improving both process-
ing efficiency and FPR. Although deep neural networks
can achieve high accuracy, they frequently fail to satisfy
real-time operational constraints. Research on hybrid
and deep ensemble architectures reports strong classi-
fication performance. However, these approaches often
require substantially greater computational resources.
In contrast, tree-based methods, particularly Random
Forest, offer a more practical balance between accuracy
and efficiency for real-time applications [2], [11], [12].

2.2.THE EMBER BENCHMARK

Earlier research in static malware analysis was lim-
ited by small and fragmented datasets, which hindered
reproducibility and reliable performance evaluation.
The introduction of large-scale, standardized datasets
significantly improved experimental consistency and
enabled more accurate assessment of detection systems
[13].
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The EMBER dataset, comprising over one million
labeled PE files, played a key role in this transition by
emphasizing the importance of both accuracy and com-
putational efficiency. Evaluations on such large datasets
highlighted the strengths of LightGBM, particularly its
leaf-wise tree growth strategy, which scales effectively
while maintaining low computational cost and fast ex-
ecution [14], [13].

As a result, LightGBM has become a prominent
choice for state-of-the-art PE malware detection. Its
effectiveness lies in achieving a balance between high
detection accuracy and low resource consumption,
avoiding many of the limitations associated with deep
learning while meeting the performance requirements
of real-time production environments.

2.3.ADVERSARIAL RESILIENCE

Despite these advantages, high accuracy in controlled
experimental settings does not guarantee robustness in
real-world scenarios. Adversaries actively develop tech-
niques to evade both static and dynamic analysis sys-
tems. In static analysis, such evasion methods involve
modifying the binary structure of PE files to induce
misclassification while preserving malicious function-
ality. Imran et al. [3] demonstrated that even advanced
models, including LightGBM and MalConv, can be
compromised by carefully crafted, format-preserving
modifications.

In addition, poisoning attacks present a significant
threat by introducing manipulated samples during the
training process with the aim of degrading model per-
formance [15]. These challenges highlight the need to
complement the efficiency of tree-based models with
robust training strategies, ensuring resilience against
adversarial manipulation in real-time endpoint protec-
tion systems [3].

3. SYSTEM ARCHITECTURE AND
ALGORITHM SELECTION

The architectural framework of this study is designed
to reconcile high detection accuracy with the strict
latency constraints of real-time endpoint protection.
The proposed methodology follows a structured pipeline,
transitioning from raw binary input through feature
extraction and engineering to final classification within
an optimized zero-execution environment.
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3.1.REAL-TIME FEATURE EXTRACTION PIPELINE

To ensure minimal system impact and rapid process-
ing, static analysis is employed, allowing examination of
file structures without execution [14], [16].

3.1.1. PE Parser Integration

To efficiently process the structural complexity of
Windows binaries, the system integrates high-perfor-
mance parsing libraries, specifically pefile and LIEF.
These tools enable rapid extraction of metadata from the
DOS header, file header, and optional header, typically
within milliseconds [17], [11].

3.1.2. Selected Static Features

In alignment with the EMBER 2024 dataset meth-
odology, the framework prioritizes features that can be
extracted with minimal overhead. These include Ad-
dressOfEntryPoint, CheckSum, and DIlCharacteristics,
as well as entropy values computed for individual sec-
tions [18], [6]. Elevated entropy levels within sections
such as .text and .data often indicate the presence of
packing or encryption mechanisms commonly used to
evade signature-based detection [17], [11].

3.1.3. Feature Reduction for Latency

To mitigate the curse of dimensionality and reduce
computational demands, Information Gain (IG) and
Principal Component Analysis (PCA) are applied for
feature selection and dimensionality reduction. By
retaining only the most informative features, the dimen-
sionality of the feature space is reduced, directly lowering
inference time and resource consumption on local
endpoints [4], [19].

3.2.ALGORITHM IMPLEMENTATION

This study evaluates three ensemble learning models
selected for their demonstrated effectiveness in tabular
data classification and cybersecurity applications [9], [1].

3.2.1. Random Forest (RF)

Random Forest is implemented as a bagging-based
ensemble of decision trees, enabling robust parallel pro-
cessing. This configuration supports high-throughput
scenarios in which multiple files must be analyzed
simultaneously [12], [20].
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3.2.2. XGBoost (Extreme Gradient Boosting)

XGBoost is utilized for its optimized gradient boost-
ing framework, incorporating pre-sorted algorithms and
histogram-based split finding. These features provide an
effective balance between training efficiency and clas-
sification accuracy [9].

3.2.3. LightGBM

LightGBM 1is emphasized as the primary model
for real-time deployment. It employs a leaf-wise tree
growth strategy, which differs from traditional level-
wise approaches by more efficiently minimizing the loss
function [18]. When combined with Gradient-based
One-Side Sampling (GOSS), this approach significantly
reduces training and inference time, making it highly
suitable for real-time malware detection scenarios [11], [21].

4. EXPERIMENTAL RESULTS

The experimental phase of this study evaluates the se-
lected tree-based ensemble models under strict real-time
operational constraints. To ensure a comprehensive and
reliable assessment, experiments were conducted on
high-dimensional datasets derived from widely recog-
nized sources, including the EMBER benchmark, Kag-
gle PE datasets, and the Blue Hexagon Open Dataset for
Malware Analysis (BODMAS). The evaluation focuses
on classification performance, inference latency, and
computational resource utilization.

4.1.ACCURACY AND DETECTION PERFORMANCE

Static analysis of PE files generates high-dimensional
and sparse feature spaces. Tree-based ensemble methods
are particularly well-suited for such data, as they effec-
tively capture nonlinear feature interactions without
requiring extensive preprocessing [9], [4].

The results, summarized in Table 1, indicate consist-
ently high performance across all evaluated ensemble mod-
els. When properly tuned, Random Forest, XGBoost, and
LightGBM each achieve accuracy exceeding 99% across
multiple benchmark datasets. These results also demon-
strate a clear advantage over baseline approaches such as
Support Vector Machines and single Decision Trees.

Among the evaluated models, XGBoost and Random
Forest achieve the highest detection rates, maintaining
very low False Positive (FP) and False Negative (FN)
rates [4]. Random Forest, in particular, exhibits strong
stability, reaching up to 99.56% accuracy in binary clas-
sification tasks and 97.69% in multi-class scenarios
involving malware family classification [2], [22]. LightGBM
shows slightly lower raw accuracy but offers notable
advantages in computational efficiency.

4.2.REAL-TIME PERFORMANCE METRICS

High detection accuracy alone is insufficient if the
model cannot operate within real-time constraints.
Table 2 presents the computational performance of
the evaluated approaches. Deep learning models, including
Multilayer Perceptrons (MLPs) and Convolutional
Neural Networks (CNNs), do not provide significant
improvements for static tabular data while introducing
substantial computational overhead [4].

Table 1. Average Classification Performance of Tree-Based Ensembles

Machine Learning Model Accuracy (%) Precision (%) Recall (%) F1-Score (%) References
XGBoost (Native) 99.68 99.75 99.23 99.49 [9], [10]
Random Forest 99.61 99.59 99.21 99.40 9], [22]
LightGBM 99.27 99.45 98.28 98.85 [9]
Decision Tree (Baseline) 97.69 95.46 97.07 97.13 (2]
Support Vector Machine 83.35 87.02 77.43 80.12 [2], [23]
Table 2. Computational Efficiency and Deployment Viability
Model Algorithmic Inference  Resource/RAM Real-Time References
Architecture Strategy Speed Footprint Viability
LightGBM Leaf-wise tree growth, Histogram binning  Fastest Low Excellent [9]
XGBoost Level-wise growth, Pre-sorted splits Fast Medium High [10], [9]
Random Forest Parallelized decision trees (Bagging) Fast (LargI;IiFgélrests) High [9], [4]
gﬁi%}‘é%gi;l 8 Dense neural network matrix operations Slow Extremely High (Tablll)l(':l?li)ata) [4]
Sinteza 2026 Computer Science and

submit your manuscript | sinteza.singidunum.ac.rs

Artificial Intelligence Sessionn

147



http://sinteza.singidunum.ac.rs

148

In contrast, static analysis frameworks are optimized
for speed, with PE parsing approaches achieving aver-
age processing times as low as 0.244 seconds per file [6].

LightGBM demonstrates particularly strong perfor-
mance in this context. Its leaf-wise tree growth strategy,
combined with histogram-based optimization, enables
reduced memory usage and significantly faster training
and inference [18]. This allows continuous processing
of large file volumes without excessive CPU utilization.
Although Random Forest can achieve high throughput
in parallelized environments, its larger model size typi-
cally results in increased memory requirements.

4.3.MODEL RAM USAGE AND SYSTEM CONSTRAINTS

Practical deployment of malware detection sys-
tems on endpoint devices imposes strict limitations on
memory consumption. Background security services
must operate efficiently without significantly impacting
system resources.

As shown in Table 3, dynamic analysis methods,
while effective for behavioral inspection, require sand-
box execution environments that introduce delays rang-
ing from 120 to 300 seconds [5], [23]. Such latency is
incompatible with real-time protection requirements.

This limitation reinforces the importance of static
analysis combined with efficient ensemble models. By
relying on zero-execution feature extraction, including
API calls, DLL imports, and section entropy, the system
ensures secure and rapid evaluation [22]. When coupled
with optimized models such as LightGBM or pruned
Random Forest, the detection pipeline achieves near
real-time performance, operating within the latency
constraints of typical file access operations.

Table 3. Operational Impact of Analysis Methodologies

5. DISCUSSION

The experimental findings provide a clearer picture
of how different models behave under real-world con-
straints, particularly when balancing detection accuracy
with computational efficiency. Beyond raw performance
metrics, factors such as inference speed, resource usage,
and model interpretability play a critical role in deter-
mining suitability for deployment in practical security
environments.

5.1.BEST-SUITED ALGORITHM FOR REAL-TIME USE

Experimental results clearly indicate that tree-based
ensemble models represent a leading solution for static
PE malware detection. Random Forest and XGBoost
achieve consistently high performance, with accuracy
often exceeding 99% across multiple datasets and main-
taining very low false negative rates [4]. However, in
practical deployment scenarios, the emphasis extends
beyond raw accuracy to include operational reliability
and consistency. In this context, LightGBM emerges as
the most suitable model for real-time endpoint protec-
tion. Its leaf-wise tree growth strategy efficiently pro-
cesses high-dimensional tabular data, reducing infer-
ence latency to sub-second levels while preserving high
detection accuracy [8], [9]. Such performance is critical
for file system monitoring mechanisms that must oper-
ate without introducing perceptible delays.

5.2.THE DEEP LEARNING COMPUTATIONAL BOTTLENECK

Recent research has increasingly focused on neu-
ral network-based approaches for malware detection.
However, empirical evaluations on tabular PE datasets
suggest limited practical advantages. Deep learning ar-
chitectures, including Multilayer Perceptrons (MLPs)
and TabNet, demonstrate competitive performance but
do not significantly outperform tree-based ensembles in
terms of accuracy [4]. Moreover, these models impose
substantially higher computational requirements due to

Analysis Evaluation Avg. Time System CPU/RAM References
Methodology Environment Overhead Impact
Static ML (Tree Ensembles) Direc}'& PE. Header < 0.25 Seconds Minimal [6], [9]
arsing
Heuristic/Signature He;\s/[};tSS hsigéng 1.0 - 5.0 Seconds Moderate [5], [23]
Dynamic Analysis Virtuglized Sandbox 120+ Seconds Critical / Severe [5], [23]
xecution
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intensive matrix operations, making them less suitable
for deployment on typical endpoint systems. In the con-
text of static malware analysis, deep learning models of-
ten fail to meet strict real-time constraints, thereby lim-
iting their applicability in operational environments [4].

5.3.INTERPRETABILITY FOR SECURITY ANALYSTS

From a security perspective, transparency and inter-
pretability are essential requirements for deployment in
Security Operations Centers (SOCs). Tree-based models
inherently support interpretability through feature im-
portance metrics, enabling clear insight into classifica-
tion decisions [4]. When a suspicious PE file is detect-
ed, models such as Random Forest and LightGBM can
identify the specific features influencing the decision,
including anomalous entropy values or unusual API call
patterns [8]. This level of interpretability enhances the
ability of security analysts to investigate and understand
emerging threats, facilitating faster adaptation to new
polymorphic variants and more effective deployment
of defensive measures across enterprise environments

(8], [4].
6. CONCLUSION

Real-time cybersecurity environments require de-
tection mechanisms that achieve high accuracy with-
out imposing excessive computational overhead. This
study demonstrates that static analysis, combined with
advanced tree-based ensemble models, provides an ef-
fective solution for malware detection in Windows PE
files. By extracting structural metadata, section entropy,
and Import Address Table (IAT) configurations without
executing the payload, the proposed approach ensures a
zero-execution detection pipeline. Among the evaluated
models, XGBoost (Native) achieved the highest average
accuracy of 99.68% and a precision of 99.75%.

Although XGBoost (Native) and Random Forest
achieve the strongest raw performance, LightGBM de-
livers slightly lower accuracy, with an average of 99.27%
and a precision of 99.45%. However, when computa-
tional efficiency and deployment constraints are con-
sidered, LightGBM offers clear advantages. Its leaf-wise
tree growth strategy and histogram-based optimization
significantly reduce inference latency while maintain-
ing competitive detection performance, making it well-
suited for real-time applications.
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Endpoint protection systems operate under strict re-
source and timing constraints. Deep learning architec-
tures, such as Convolutional Neural Networks (CNNs)
and Multilayer Perceptrons (MLPs), introduce consid-
erable memory overhead and latency when applied to
tabular data, limiting their practical use. In contrast,
LightGBM and optimized Random Forest models pro-
vide high-throughput processing, enabling rapid detec-
tion and isolation of malicious files prior to execution.

Despite their effectiveness, tree-based models remain
vulnerable to adversarial techniques. Format-preserving
modifications and data poisoning attacks can degrade
model reliability. Addressing these challenges requires
integrating adversarial training and incorporating Ex-
plainable AI (XAI) to enhance transparency and support
effective threat analysis in SOCs.
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