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Abstract:

Integrating Large Language Models (LLMs) into production-grade business
systems requires a clear boundary between deterministic application logic and
non-deterministic Al behavior. This paper introduces a runtime architecture
that extends the BAB (Business Application Builder) framework on Jakarta
EE to support agent-augmented applications hosted alongside ontological-
driven generated cores.

The core of the solution, the AgentRuntimeManager, moves beyond simple
API wrappers by providing a robust environment for agent lifecycles,
asynchronous event dispatching, and error handling through configurable
retry policies. To ensure system stability, we decouple LLM providers (such
as OpenAl and Ollama) using an abstraction layer built on LangChain4j,
allowing for runtime provider switching without redeploying the core logic.

We demonstrate the practical utility of this architecture through a self-healing
log-monitoring chain. In this setup, agents intercept high-severity log events
and, through a structured analysis service, propose corrective actions. A
specialized Sq1ErrorHealingAgent illustrates how LLM-proposed fixes can
be filtered through layered safety constraints, such as the automatic blocking
of destructive SQL operations like DROP or TRUNCATE, before any action
is committed. The result is an architectural pattern that lets model-driven
rigor and LLM agent flexibility coexist in enterprise environments without
compromising either.

Keywords:

LLM Agents, Self-Healing Systems, Runtime Architecture, Model-Driven
Architecture, BAB Framework.

INTRODUCTION

Large Language Models (LLMs) have rapidly moved from research
prototypes to practical components of software systems, offering capa-
bilities such as natural language understanding, structured reasoning,
and code generation that were previously out of reach for conventional
automation [1], [2]. As these capabilities mature, there is growing
interest in embedding LLMs not only into end-user applications but
also into the operational layers of enterprise information systems, where
they can support monitoring, diagnostics, and adaptive behavior within
the broader framework of the ABPMS manifesto [3] that outlines a set
of properties that future AI-augmented business process management
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systems should exhibit: (framed) autonomy, conversa-
tional actionability, adaptivity, (self-)improvement, and
explainability. The runtime layer presented in this paper
is not an ABPMS itself but is, however, well-positioned
as an infrastructural prerequisite for such systems.

This trend, however, exposes a fundamental tension.
Enterprise information systems are expected to be
deterministic, auditable, and compliant with strict trans-
actional and regulatory constraints. LLMs, by contrast,
are inherently non-deterministic: their responses vary
across invocations, depend on opaque model internals,
and cannot be formally verified in the same way as
traditional code [4]. Integrating LLMs into production-
grade business systems therefore requires more than a
thin client wrapper around a provider API. It requires
an architectural boundary that preserves the guarantees
of the deterministic core while allowing controlled,
observable, and reversible LLM-driven behavior to
operate alongside it.

Existing LLM agent frameworks such as Lang-
Chain [5], AutoGen [6], CrewAl [7], LangChain4;j [8],
and Spring AI [9] provide rich primitives for building
agent-based applications. However, they share an im-
portant limitation from the perspective of MDA-based
enterprise development: they assume that the developer
writes the application around the framework, whereas
in our setting the application itself is generated from
an ontology by a deterministic transformation chain,
and the agent layer must be introduced after the fact
without altering what was generated. They do not na-
tively integrate with the lifecycle, dependency injection,
transaction management, and monitoring facilities that
characterize enterprise Java platforms such as Jakarta
EE [10]. As a result, organizations that have invested
in model-driven, ontology-based generation of Jakarta
EE applications lack a clear architectural pattern for
incorporating LLM agents without compromising the
determinism of the generated core.

This paper addresses that gap in the context of the
BAB (Business Application Builder) framework [11],
an ontology-driven Model-Driven Architecture (MDA)
methodology for the automated generation of multi-tier
Jakarta EE / Vaadin business applications from a single
OWL 2 DL ontological model. The deterministic nature
of BAB's transformation chain makes it an attractive
substrate for adding non-deterministic agent behavior,
precisely because the boundary between what is generated
and what is interpreted at runtime can be drawn cleanly.
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The contribution of this paper is fourfold:

1. We propose a runtime architecture that introduces
an LLM agent layer on top of model-driven gener-
ated Jakarta EE applications, explicitly preserving
the separation between the deterministic gener-
ated core and the non-deterministic agent layer.

2. We describe a CDI-managed runtime manager
that handles agent registration, asynchronous
event dispatching, lifecycle control, retry policies,
and per-agent monitoring within the standard
Jakarta EE container model.

3. We present a provider-agnostic LLM abstraction
that decouples persistent provider configuration
from runtime execution via the LangChain4;j
library [8], enabling provider switching without
redeployment.

4. We demonstrate the architecture through an
illustrative self-healing log-monitoring chain,
including a concrete SqlErrorHealingAgent
that shows how LLM-proposed fixes are routed
through layered safety filters before any execution
decision is made.

The remainder of the paper is organized as follows.
Section 2 reviews related work in model-driven archi-
tecture, LLM agent frameworks, and self-healing systems.
Section 3 briefly introduces the BAB framework as the
host environment for the proposed runtime layer. Section
4 presents the architecture of the agent runtime layer in
detail. Section 5 describes the reference instantiation of a
self-healing log chain. Section 6 discusses the strengths,
limitations, and threats to validity of the proposed
approach. Section 7 concludes the paper and outlines
directions for future work.

2. RELATED WORK

The proposed architecture sits at the intersection
of three research streams: model-driven generation
of enterprise applications, frameworks for LLM-based
agents, and self-healing or autonomic computing systems.
We briefly review each.

2.1.MODEL-DRIVEN AND ONTOLOGY-DRIVEN
GENERATION

Model-Driven Architecture, formalized by the Object
Management Group [12], advocates the separation of
platform-independent models (PIMs) from platform-
specific models (PSMs) and the generation of executable
artifacts through successive transformations [13], [14].
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Schmidt's overview of model-driven engineering identifies
the central promise of MDA as the elevation of the level
of abstraction at which developers reason about systems
(4].

A particularly relevant strand of work combines
MDA with ontologies as the source of truth for the plat-
form-independent model. Gasevi¢, Djuri¢, and Devedzi¢
provide a comprehensive treatment of the integration
of MDA and ontology engineering, demonstrating how
OWL ontologies can serve as the semantic foundation
for software generation [15]. The BAB framework fol-
lows this lineage, using OWL 2 DL as the modeling
language for the PIM and a deterministic transforma-
tion chain to produce a complete Jakarta EE application
[11]. While such generators have matured considerably,
none of the existing ontology-driven MDA approaches
addresses the integration of LLM-based agents into the
generated runtime, which is the gap this paper targets.

2.2.LLM AGENTS AND AGENT FRAMEWORKS

Recent surveys document the rapid emergence of
LLM-based autonomous agents as a research area,
characterizing them as systems in which an LLM serves
as the central reasoning component coordinating per-
ception, memory, planning, and tool use [1], [2]. The
ReAct paradigm proposed by Yao et al. introduced the
now-common pattern of interleaving reasoning steps
with tool invocations [16], while subsequent work such
as Reflexion [17] and Self-Refine [18] explored mecha-
nisms for iterative self-correction. Toolformer [19]
demonstrated that LLMs can learn to invoke external
tools through their own outputs.

These ideas have also been taken up in industrial
software engineering practice, where the integration of
generative Al into developer workflows has become a
mainstream concern [20]. They have been operational-
ized in a number of agent frameworks. LangChain [5]
popularized the abstraction of chains and agents over
LLM providers and is widely used in Python-based
applications. AutoGen [6] focuses on multi-agent con-
versations as a programming model. CrewAl [7] follows
a similar direction with role-based agent orchestration.
LangChain4;j [8] is a Java port of the LangChain abstrac-
tions, providing chat models, Al services, and structured
outputs for the Java ecosystem. Closest in spirit to the
present work is Spring AI [9], which provides an agent-
oriented programming model for the Spring ecosystem,
including tool calling, structured output, conversational
memory, and, in recent releases, patterns for agent skills
and multi-agent coordination.
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Spring Al targets applications built around the
Spring IoC container, which covers a large share of
modern Java deployments but not the Jakarta EE / CDI
environments produced by MDA generators such as
BAB.

While these frameworks are powerful, they share an
important limitation from the perspective of enterprise
integration: they assume control of the application lifecycle,
rather than fitting into one. None of them prescribes how
an agent should interact with a CDI container, how its
lifecycle should align with @PostConstruct and @Pre
Destroy events, how its execution should relate to a man-
aged thread pool, or how it should expose runtime met-
rics to a Jakarta EE monitoring infrastructure. The work
presented in this paper builds on LangChain4;j as the LLM
execution layer but adds a runtime architecture specifi-
cally designed to live inside a CDI-managed Jakarta EE
application generated by an MDA tool.

2.3.SELF-HEALING SYSTEMS AND AI-AUGMENTED
PROCESS MANAGEMENT

The notion of self-healing software has its roots in
IBM's autonomic computing initiative, articulated by
Kephart and Chess in their seminal vision paper [21].
They proposed a closed control loop, Monitor, Analyze,
Plan, Execute, with shared Knowledge (MAPE-K), as
the architectural template for systems that can manage
themselves. Subsequent surveys by Ghosh et al. [22] and
Salehie and Tahvildari [23] mapped the design space of
self-adaptive software and identified recurring chal-
lenges around detection, decision, and safe action. The
runtime architecture presented in this paper occupies
the Monitor and Analyze portions of this MAPE-K
structure; we return to this mapping in Section 7 when
discussing directions for future work.

Until recently, the analysis and decision components
of such loops were typically rule-based or statistical. The
emergence of LLMs offers a qualitatively different option:
an analyzer that can interpret unstructured signals such
as log messages, stack traces, or error descriptions in
natural language and propose corrective actions in a
form that is both human-readable and machine-action-
able. The risks, however, are significant: LLMs may hal-
lucinate, propose unsafe actions, or behave inconsistently
across invocations.

The recent ABPMS (AI-Augmented Business Process
Management Systems) research manifesto by Dumas et al.
[3] articulates a research agenda for incorporating Al ca-
pabilities into business process management, emphasizing

Computer Science and
Artificial Intelligence Sessionn



http://sinteza.singidunum.ac.rs

106

properties such as explainability, conversational opera-
tivity, and adaptivity. Our work can be read as a contri-
bution to the infrastructural prerequisites of such sys-
tems: rather than claiming that the proposed runtime
layer is itself an ABPMS, we argue that it provides the
kind of controlled, observable, and reversible execution
environment on which such systems can later be built.

2.4.POSITIONING OF THIS WORK

While agent frameworks such as LangChain4j and
Spring Al provide the building blocks for LLM integra-
tion in the Java ecosystem, they target the application
developer who is free to shape the application around
the framework. The situation addressed in this paper is
the inverse: the application has already been produced
by a deterministic MDA generator, and the question is
how to add an agent runtime on top of it without modi-
fying the generated core. The contribution of this paper
is therefore not a new agent reasoning algorithm, a new
agent framework, or a new ontology-driven generator,
but an architectural pattern, and its concrete CDI-based
instantiation, that connects two mature streams, ontology—
driven MDA and LLM agent frameworks, in a way that
respects the constraints of MDA-generated enterprise
applications.

3. THE BAB FRAMEWORK: HOST
ENVIRONMENT

The architecture presented in this paper is imple-
mented as a runtime extension of the BAB (Business
Application Builder) framework [11]. Since a full
description of BAB is beyond the scope of this paper,
this section provides only the minimum context needed
to understand how the agent runtime layer integrates
with the generated application stack.

BAB is an ontology-driven MDA methodology in
which a single OWL 2 DL ontology serves as the plat-
form-independent model of a business information
system. The ontology describes domain entities, their
attributes, relationships, and a set of higher-level con-
structs that specify user interface structure, workflow,
and access control. A deterministic transformation
chain, based on SPARQL queries and template-based
code emission, processes this ontology and produces
a complete multi-tier Jakarta EE application with a
Vaadin front-end, JPA persistence layer, and EJB-based
service layer.
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The resulting application is not a skeleton: it is a fully
functional system that can be deployed to a standard
Jakarta EE application server without manual coding.
This property is central to the present work, because it
means that the boundary between "generated code" and
"hand-written extensions" is sharp and well-defined. The
agent runtime layer described in the remainder of the
paper is deliberately placed outside this boundary. It is
not generated from the ontology, it does not modify the
generated code, and it does not interfere with the trans-
actional or persistence semantics of the generated core.
Instead, it is a CDI-managed module that runs alongside
the generated application and interacts with it through
two well-defined channels: the standard logging infra-
structure and the CDI bean lookup mechanism.

This positioning has two consequences that are
worth stating explicitly. First, the determinism and
reproducibility of the generated core are preserved:
whatever formal guarantees the BAB transformation
chain provides are not weakened by the presence of
agents, because agents do not alter generated artifacts.
Second, the agent layer is optional and composable: a
BAB-generated application can be deployed without it,
and agents can be added, removed, paused, or resumed
at runtime without redeploying the core. This clean
separation is a precondition for the runtime architecture
described next.
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4. ARCHITECTURE OF THE AGENT RUNTIME
LAYER

4.1.0VERVIEW

The agent runtime layer is organized into four coop-
erating concerns, shown in Figure 1: (i) an agent con-
tract and lifecycle model that defines what an agent is
and how it is managed; (ii) a central runtime manager
that discovers agents, dispatches events, and supervises
execution; (iii) a provider-agnostic LLM abstraction that
decouples agent logic from specific model providers;
and (iv) a monitoring registry that exposes per-agent
runtime metrics.

A shared execution context gives each agent-controlled
access to the runtime manager and the LLM layer,
enabling inter-agent communication without coupling
individual agents to infrastructure details.

The entire layer is realized as a set of CDI beans [24].
Agents are discovered at application startup through
standard CDI bean injection, which means that adding
a new agent to a BAB-generated application requires
only placing its class on the classpath, no registration
code, no configuration files, and no modification of the
generated core.

4.2.AGENT CONTRACT AND LIFECYCLE

The foundation of the architecture is the Agent in-
terface, which defines the minimal contract that every
agent in the system must satisfy. The contract consists of
four elements: an identity method (getName), an event
filter (supports), a main execution method (handle), and
lifecycle hooks for initialization and context injection.
Stateful agents may additionally expose a conversational
memory object, which the runtime uses to preserve the
LLM interaction history across invocations.

The deliberate minimality of this contract is impor-
tant. It allows the runtime to treat all agents uniformly
without imposing a specific reasoning paradigm. A BAB
agent may be a simple rule-based filter, a statistical anom-
aly detector, or a full LLM-driven reasoner; the runtime
manager treats all three identically, dispatching events to
them based only on the supports predicate and executing
their handle method inside a managed thread pool.

Agents that require conversational memory extend
an abstract base class that encapsulates memory alloca-
tion and integration with the LLM layer. This base class
allows concrete agents to focus exclusively on domain
logic: the decision of whether an event is relevant, the
construction of the prompt or structured query, and the
interpretation of the LLM response.

The lifecycle of an agent is managed entirely by the
runtime manager. When the application starts, the runtime
manager discovers all agent beans through CDI injection,
assigns each of them a shared execution context, and
invokes their initialize method.

Agent Runtime Layer (CDI-managed)
AgentContesxt AgentMonitorRegistry
AuditLogAgent
EntityEvent

JFA Entities

[ LLM Providers
Openal

LangChaindj
LimRouter
+ LimFactory
Ollama (local)

AgentRuntimeManager

SqlErrorHealingAgent

LogEvent
AbstractAgentLogForwarder

log

BAB-Generated Application /Core (deterministic)

EJB Services Vaadin Ul

Figure 1. Architectural overview of the agent runtime layer, showing the four concerns and their relationship to the

BAB-generated application core and external LLM providers

Sinteza 2026
submit your manuscript | sinteza.singidunum.ac.rs

Computer Science and
Artificial Intelligence Sessionn

107



http://sinteza.singidunum.ac.rs

During application execution, agents can be paused,
resumed, or stopped by name, and new agents can be
dynamically registered at runtime. When the application
shuts down, the runtime manager gracefully terminates
the thread pool and releases all resources.

4.3.RUNTIME MANAGER

The AgentRuntimeManager is the central coordina-
tor of the runtime layer. It is an application-scoped CDI
bean that holds a thread-safe collection of registered
agents, a configurable executor service, a reference to
the monitoring registry, and the shared agent context.
Its responsibilities are event dispatching, execution
supervision, lifecycle management, and the provisioning
of cross-cutting services to agents.

Event dispatching follows a straightforward pattern.
When an event is fired, the runtime manager iterates
over the registered agents and, for each active agent
whose supports predicate returns true, submits an execu-
tion task to the executor service. Directed messages are
delivered only to the named recipient, while broadcast
messages are offered to all interested agents. An event
scoping mechanism allows agents to declare interest
only in events belonging to a specific scope, which is
useful for multi-tenant deployments where events must
be isolated per tenant or per workflow instance.

Execution is asynchronous and isolated. Each dis-
patched event is executed inside the thread pool, and
exceptions thrown by an agent are captured, logged, and
reflected in the monitoring registry without affecting

other agents or the calling thread. A bounded retry policy
allows transient failures, such as a temporary LLM
provider outage or a network hiccup, to be retried a
fixed number of times before the failure is recorded as
permanent. The code excerpt in Listing 1 shows the core
of the task submission logic.

The thread pool itself is configurable at runtime. The
default configuration sizes the core pool to the number of
registered agents and allows expansion up to one hundred
threads, with a sixty-second keep-alive time. These
parameters can be adjusted without restarting the appli-
cation, which is valuable in production scenarios where
agent load varies over time.

4.4.LLM PROVIDER ABSTRACTION

LLM access is mediated by two cooperating compo-
nents: the LImFactory, which constructs concrete chat
model instances from persistent configuration, and the
L1mRouter, which selects the active configuration and
exposes high-level execution methods. Together they
form a clean separation between configuration, which
lives in the database as a standard JPA entity managed
through the BAB Home bean pattern, and execution,
which is handled at runtime through the LangChain4;j
library [8].

A persistent AbstractLLM entity captures provider
type, endpoint URL, API key, model name, temperature,
and two boolean flags indicating whether the configura-

tion is active and whether it should serve as the global
default.

executor.submit(() -> {
try {
stats.currentlyProcessing = true;

agent.handle(event);

} catch (Exception e) {
if (attempt < MAX_RETRIES) {

} else {

}
} finally {

private void submitTask(Agent agent, AgentEvent event, int attempt) {
var stats = monitor.getOrCreate(agent.getName());

stats.lastStarted = Instant.now();

stats.totalEvents.incrementAndGet();

submitTask(agent, event, attempt + 1);

stats.failedEvents.incrementAndGet();

stats.currentlyProcessing = false;
stats.lastFinished = Instant.now();

1)

Listing 1. Simplified task submission with retry and monitoring
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The provider type is represented as an enumeration
that currently distinguishes OpenAlI, Ollama, Hugging
Face, Mistral, Google, and custom endpoints. Of these,
OpenAlI and Ollama are fully implemented in the cur-
rent version, while the others are declared for future
extension.

The L1mFactory translates a configuration entity
into a concrete LangChain4j ChatModel instance. The
current implementation is shown in Listing 2.

The LimRouter uses the factory together with the
AbstractLLMHome service bean, which implements the
selection policy: among all active configurations, the one
marked as global default is preferred; if none is marked,
the first active configuration is returned. This discipline
ensures that provider switching is a database operation,
not a code change. An administrator can change the
active LLM provider through the standard BAB user
interface, and the change takes effect immediately for
all subsequent agent invocations.

The router exposes two execution modes. The first is
a direct chat method that accepts a prompt and an op-
tional chat memory and returns the raw LLM response. The
second, more powerful mode constructs a LangChain4;j
AT Service proxy from a Java interface annotated with
prompt templates. This allows agents to interact with the
LLM through a typed Java interface whose return type is
a structured data class, with LangChain4j automatically
handling prompt construction, response parsing, and
type coercion. This second mode is the foundation for
the self-healing pattern described in Section 5.

4.5.INTER-AGENT COMMUNICATION AND SHARED
CONTEXT

Every agent receives a shared AgentContext at
registration time. The context is a lightweight record
that holds references to the runtime manager and the
LLM router, and exposes convenience methods for fir-
ing events, sending directed messages, and broadcasting.
Directed messages carry an explicit sender, receiver, and
payload, as well as a conversation identifier that allows
related messages to be correlated across multiple agents.
Broadcasts omit the receiver and are delivered to every
agent that declares support for the message event type.

This communication model is intentionally simple.
It does not prescribe a specific coordination protocol,
negotiation mechanism, or planning algorithm. Such
higher-level patterns can be built on top of the context
without changing the runtime infrastructure, which
keeps the core of the architecture small and testable.

4.6.MONITORING AND OBSERVABILITY

Observability is provided by the AgentMonitor-
Registry, a thread-safe component that maintains a
statistics record for each registered agent. The statistics
include a registration flag, a boolean indicating whether
the agent is currently processing an event, atomic coun-
ters for successfully processed and failed events, and
timestamps for the last execution start and finish.

public ChatModel build(AbstractLLM cfg) {
return switch (cfg.getModel()) {

.apiKey(cfg.getKey())

.build();

cfg.getUrl() :

.build();

"LLM not supported: "
s

case OPENAI -> OpenAiChatModel.builder()

.modelName(cfg.getModelName())
.temperature(cfg.getTemperature())

case OLLAMA -> OllamaChatModel.builder()
.baseUrl(cfg.getUrl() != null ?

"http://localhost:11434")
.modelName(cfg.getModelName())
.temperature(cfg.getTemperature())

case HUGGINGFACE, MISTRAL, GOOGLE, CUSTOM ->
throw new IllegalArgumentException(
+ cfg.getModel());

Listing 2. Provider-specific model construction in LimFactory
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These metrics are updated from within the task
submission logic shown in Listing 1, which ensures that
every event dispatch is reflected in the registry regardless
of its outcome. The registry is exposed as a CDI bean
and can be consumed by a Vaadin-based administrative
view, by a health check endpoint, or by a downstream
monitoring system. Because the registry uses atomic
counters and volatile fields rather than synchronized
blocks, the monitoring overhead is negligible even under
high event throughput.

The combination of structured lifecycle, bounded
retries, per-agent metrics, and isolated execution gives
the runtime layer the operational characteristics expected
of enterprise middleware: failures are contained, state is
observable, and the behavior of individual agents can be
inspected and controlled without affecting the rest of the
system. These properties are what make it meaningful
to host non-deterministic LLM-driven behavior inside
a deterministic generated application in the first place,
and they set the stage for the reference instantiation pre-
sented in the next section.

5. REFERENCE INSTANTIATION: A SELF-
HEALING LOG CHAIN

To demonstrate how the runtime layer supports
concrete agent behavior, we describe a self-healing log-
monitoring chain built entirely on the infrastructure
presented in Section 4. The chain intercepts high-sever-
ity log events emitted by the BAB-generated application,
analyzes them through a structured LLM service, and
proposes corrective actions that are filtered through ex-
plicit safety constraints before any execution is attempt-
ed. We present this chain as an illustrative instantiation
of the runtime layer rather than as a production-ready
self-healing mechanism; the safety filters shown below
are deliberately simple in order to keep the architectural
pattern visible. We chose this scenario for two reasons:
it exercises every component of the runtime layer, event
dispatching, LLM routing, memory management, and
monitoring, and it represents a class of problems for
which LLMs offer genuine advantages over rule-based
approaches, because log messages are unstructured
natural language that traditional parsers handle poorly.
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5.1.LOG FORWARDING PIPELINE

The entry point of the chain is the AbstractAgent
LogForwarder, an abstract adapter that sits between
the application's logging framework and the agent runt-
ime. It is implemented as a platform-independent base
class that concrete adapters, for Logback, java.util.log-
ging, or any other logging framework, extend or del-
egate to. This design decouples the agent layer from any
specific logging library, which matters because the BAB-
generated application and its hosting application server
may use different logging backends.

The forwarder applies two filters before dispatching
a log entry to the agent runtime. The first rejects blank
messages. The second rejects any message whose severity
is below the WARNING threshold, which ensures that
the runtime is not flooded with routine informational
logs during normal operation. Messages that pass both
filters are wrapped into a LogEvent and fired through
the runtime manager, where they are distributed to all
agents whose supports predicate accepts log events.

A subtle but important issue arises from the fact that
agents themselves emit log messages during their exe-
cution, both explicitly, through their own logging calls,
and implicitly, through the runtime manager's error and
retry logs. Without precaution, this creates a feedback
loop: an agent processes a log event, logs its own activity,
the forwarder picks up that log, dispatches it back to the
agent, and so on. The current implementation addresses
this by filtering out log lines whose text contains known
agent identifiers before they are processed. We acknowl-
edge that this is a pragmatic rather than elegant solution.
A more principled approach would use a thread-local
marker or an MDC (Mapped Diagnostic Context) flag
set by the runtime manager when it invokes an agent,
which any log produced within that scope would carry
and which the forwarder would recognize as an exclu-
sion signal. We return to this point in the discussion.

5.2.THE SELF-HEALING AGENT PATTERN

Log-driven self-healing is implemented as an ab-
stract base class, SelfHealingAgent, which extends
the memory-enabled agent base class and defines a
three-step template method: analyze, validate, apply.
The base class itself only implements the analyze step
and delegates validation and application to concrete
subclasses, which enforces a clean separation between
LLM-driven reasoning and domain-specific safety logic.
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The analyze step is where the LLM provider abstrac-
tion from Section 4.4 shows its value. Rather than
constructing prompts manually and parsing raw text
responses, SelfHealingAgent declares a typed Java
interface (Listing 3) that represents the analysis contract.

At runtime, the LImRouter constructs a Lang-
Chain4j AI Service proxy from this interface. When the
agent calls analyst.analyze(logLine), the proxy substi-
tutes the log line into the prompt template, sends the
request to the currently active LLM provider, and parses
the response into a LogAnalysisResult structure
containing fields such as severity classification, criticali-
ty flag, confidence score, and a suggested fix description.
The agent never touches raw strings or parses JSON
manually. This is significant not only for convenience
but also for robustness: the structured return type acts
as a contract that the LLM's output must satisfy, and
malformed responses are rejected by the deserialization
layer before they reach the validation step.

Once a LogAnalysisResult is obtained, the base
class applies two guardrails. First, it requires the result
to be marked critical. Second, it requires the confidence
score to exceed a threshold, set to 0.85 in our illustra-
tive configuration. We treat this value as a placeholder:
it serves to show the shape of the filtering pipeline, not
as a calibrated operating point. A production deploy-
ment would require per-model calibration on a labeled
dataset, which we address as future work in Section 6.
Only if both conditions are met does the agent construct
a fix proposal, which is then passed to the validateFix
method implemented by the concrete subclass. If valida-
tion succeeds, applyFix is invoked; otherwise, the pro-
posal is discarded and the failure is logged through the
monitoring registry.

This template method structure has a specific prop-
erty that matters for enterprise use: the decision to act
is split across layers with different authorities. The LLM
proposes. The base class filters on confidence. The con-
crete subclass validates against domain-specific safety
rules. The runtime manager supervises execution and
records outcomes. No single component has the uni-
lateral authority to execute a corrective action, which is
precisely the kind of defense-in-depth that production
environments require.

5.3.A CONCRETE CASE: SQLERRORHEALINGAGENT

The abstract pattern is instantiated by Sql1Error-
HealingAgent, which specializes SelfHealingAgent
for SQL-related failures. Its supports method accepts only
log events whose text contains signatures such as SQLEx-
ception or SQLSyntaxErrorException, which keeps it
from consuming LLM budget on irrelevant events. Dur-
ing initialization, the agent installs a safety policy (Listing
4) in the form of a ForbiddenSignatureCriterion,
an implementation of the general SafetyCriterion
interface, configured with a list of dangerous SQL opera-
tions that must never appear in a proposed fix, regardless
of what the LLM suggests.

The validateFix method delegates to this policy. Any
fix whose description contains one of the forbidden sig-
natures is rejected and logged as a blocked unsafe fix.
This is a deliberately conservative policy: it errs on the
side of rejecting legitimate but dangerous-looking fixes
rather than permitting destructive ones. In the current
implementation the AgentAction produced after
validation is not dispatched to a live database; the ref-
erence configuration logs the proposed fix for human

public interface LogAnalyst {

@UserMessage("Analyze the following system log and "
+ "extract the structured data: {{it}}")
LogAnalysisResult analyze(String logline);

Listing 3. Structured LLM interface for log analysis

List<String> dangerousKeywords = List.of(
"DROP TABLE", "TRUNCATE", "DELETE FROM",
"GRANT", "REVOKE", "DROP DATABASE"

)5

this.sqglSafetyPolicy = new ForbiddenSignatureCriterion(dangerousKeywords);

Listing 4. Safety policy for the SQL self-healing agent
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review. A production deployment would require a richer
policy model than a list of forbidden keywords, includ-
ing context-aware semantic checks and explicit human
approval for any action with persistent effect, which we
consider out of scope for the architectural contribution
of this paper.

The applyFix method, when validation passes,
delegates execution to an AgentAction object whose
own execute method encapsulates the actual corrective
operation. This additional layer of indirection means
that the LLM is never in direct contact with the target
system, its output is first translated into a structured
FixAction, then validated, then executed by code that
the developer controls. The LLM is a source of suggestions,
not a source of commands.

5.4.END-TO-END FLOW

Putting the pieces together, a complete end-to-end
invocation proceeds as follows. A failing JPA operation
inside the BAB-generated application throws a SQLEx-
ception, which is caught and logged by the application's
standard logging framework. The logging appender
forwards the message to the AbstractAgentLog-
Forwarder, which wraps it in a LogEvent and fires it
through the runtime manager. The runtime manager
dispatches the event to SqlErrorHealingAgent on
a worker thread from the managed pool. The agent calls
the structured LLM service, receives a LogAnalysis-
Result, checks criticality and confidence, constructs
a FixAction, and validates it against the forbidden-
signature policy. A validated FixAction is, in our
reference configuration, recorded rather than executed
against the database, its execution is delegated to an
AgentAction object whose concrete implementation
is a deployment-specific decision outside the scope of
this paper. Every step of this flow updates the monitoring
registry, so the outcome is visible in the administrative
dashboard regardless of whether the healing attempt
succeeded, was blocked, or failed.

The entire chain is built from the components
described in Section 4 without any modifications to the
runtime layer itself. This is the strongest empirical
argument we can offer for the architecture at this stage:
a non-trivial, safety-constrained, LLM-driven behavior
can be expressed as a few hundred lines of agent code
sitting on top of a generic runtime, with no special-case
support anywhere in the infrastructure.
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5.5.A SECOND INSTANTIATION: AUDIT LOGGING

To illustrate that the runtime layer is not specialized
for self-healing, the same framework hosts a second,
structurally different agent: AuditLogAgent. Unlike
the self-healing chain, this agent consumes entity-level
events rather than log events, and it performs no LLM
invocation at all. It subscribes to update and delete
events emitted by the BAB entity layer and writes a
structured audit record whenever a monitored entity
is modified. The agent reuses the runtime manager, the
shared context, and the monitoring registry without
modification, and it coexists with the self-healing chain
inside the same runtime.

This second instantiation matters for two reasons.
First, it shows that the Agent contract and the runtime
manager do not assume LLM usage. A non-LLM agent
is a first-class citizen with the same lifecycle, isolation,
and monitoring properties as its LLM-driven counter-
parts. Second, it shows that agents can react to different
event categories without any change to the dispatching
infrastructure: log events and entity events flow through
the same runtime manager, and selection is performed
by each agent's own supports predicate. The runtime
layer is, in this sense, genuinely event-agnostic rather
than log-specialized.

6. DISCUSSION
6.1.WHAT THE ARCHITECTURE ACHIEVES

The architecture described in this paper achieves three
things that we consider consequential. First, it preserves
the determinism of the BAB-generated application core
by placing all non-deterministic behavior in a clearly
separated runtime layer. A BAB application deployed
without agents behaves exactly as the generator specified.
Adding agents does not modify any generated artifact;
removing them restores the original behavior. This prop-
erty is what allows LLM-driven behavior to be introduced
into regulated or safety-sensitive environments at all, be-
cause it means that the formal guarantees of the generated
core are not contingent on the correctness of the agents.

Second, it gives LLM-based behavior the operational
characteristics of enterprise middleware: bounded
execution, retries, isolation of failures, observable metrics,
and lifecycle control that integrates cleanly with the CDI
container model. None of these properties are inherent
to LLM libraries themselves, which typically assume
they are being driven by a foreground application rather
than embedded in a managed container.
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Third, it decouples agent logic from LLM provider
details to a degree that makes provider switching a
configuration operation rather than a code change. This
is relevant both for practical reasons, fallback, cost
optimization, regional deployment, and for research
reasons, because it enables controlled comparison of
different models on the same agent workload without
code modifications.

6.2.LIMITATIONS

The current state of the work has several limitations
that we state plainly.

The agent layer does not yet consult the BAB Core
ontology. In the present implementation, agents operate
on log text and reason over it through the LLM. They
do not query the ontology to understand which entities,
workflows, or access control rules are involved in a given
event. Integrating ontological context into prompt
construction, for example, by having the agent retrieve
a structured description of the entity involved in a failing
transaction through a SPARQL query, is a natural and
important next step, but it is not part of the current
contribution.

The set of supported LLM providers is smaller than
the enumeration suggests. The LLMType enum declares
six provider categories, but only OpenAI and Ollama
are implemented in the current LImFactory. Adding
the remaining providers is mechanical work, but until
it is done the abstraction is demonstrated rather than
fully exercised.

The anti-recursion mechanism for self-healing log
events relies on substring matching of log text against
known agent identifiers. This works for the current set
of agents but is brittle: it depends on consistent naming,
and a misnamed agent or a log message that happens to
contain the identifier string could produce false nega-
tives or false positives. As noted in Section 5.1, a thread-
local or MDC-based marker would be a more principled
solution, and we regard its implementation as a priority
for the next iteration.

The confidence threshold of 0.85 used in SelfHealing
Agent is an empirically chosen value, not a derived one.
We have no principled calibration study behind it. In a
production deployment, this threshold would need to
be tuned per model, per domain, and possibly per agent,
and its relationship to actual correctness would need to
be evaluated on a labeled dataset of log events.
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Finally, this paper presents an architecture and a
reference instantiation, not an empirical evaluation.
We do not report end-to-end measurements of healing
accuracy, latency under load, or cost per event. Such an
evaluation is valuable and planned, but it requires
instrumentation, a representative benchmark workload,
and decisions about which LLM providers to compare.
We consider it out of scope for the present contribution,
which is architectural.

Beyond these immediate limitations, it is also worth
stating explicitly what the present work deliberately does
not attempt. We do not envision agents generating
executable code that is then reverse engineered back into
ontological constructs; such an inverse mapping from
arbitrary code to description logic is known to be brittle
and lossy. Instead, future ontological integration will
proceed in the forward direction only: agents will con-
sume ontological context to enrich their prompts and,
where modifications are required, will propose changes
at the PIM level for offline review before the deterministic
generator is re-run.

6.3.RELATION TO THE ABPMS VISION

Returning to the ABPMS vision introduced in Sec-
tion 1, we now examine how the runtime layer presented
in this paper supports each of the properties identified in
the manifesto [3], and where the gaps remain.

Explainability can be supported by the structured-
output interaction pattern described in Section 5: LLM
responses are parsed into typed Java objects whose fields
are inspectable, loggable, and auditable, rather than con-
sumed as opaque text. Every healing decision leaves a
trace that can be reconstructed from the LogAnalysis-
Result, the FixAction, and the monitoring registry
entry, which together form a causal record of what the
LLM proposed, why the base class accepted or rejected
it, and what the concrete agent did with it.

Adaptivity is supported by the lifecycle and reconfig-
uration facilities of the runtime manager. Agents can be
paused, resumed, added, or removed at runtime with-
out redeploying the application; the thread pool can be
resized under load; LLM providers can be switched by a
configuration change. These are the mechanical prereq-
uisites of adaptive behavior, and they are in place in the
current implementation, even if the policy of when to
adapt remains outside the scope of this paper.

Conversational actionability is supported, at the level
of individual agents, by the per-agent chat memory that
the runtime preserves across invocations. This is not yet
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conversation at the system level; users do not talk to the
runtime as a whole, but it provides the concrete building
block on which such interaction can later be layered.

(Self-)improvement is directly addressed by the
architecture’s self-healing capabilities, specifically dem-
onstrated by the SqlErrorHealingAgent. Instead
of halting execution or passively waiting for human
intervention upon encountering an SQL exception, the
runtime intercepts the failure, analyzes the root cause
via the LLM, and synthesizes a structured corrective
action. Although the reference configuration conserva-
tively logs this FixAction rather than committing it
autonomously, the underlying mechanism provides the
architectural loop required for an ABPMS to detect its
own runtime errors and synthesize structured corrective
actions, the core capability that (self-)improvement, as
defined in [3], demands. Closing this loop further, by
feeding correction outcomes back into agent behavior as
a learning signal, is a natural direction for future work.

(Framed) autonomy is supported by the defense-
in-depth validation pipeline: LLM proposes, base class
filters on confidence, concrete subclass validates against
domain policy, runtime manager supervises execution,
monitoring registry records the outcome. No single
component has unilateral authority, which is precisely
the configuration the ABPMS vision demands for au-
tonomous behavior that remains governable.

These mappings are not claims of completion. The
five properties are not met at the level of maturity the
manifesto envisions, and we do not claim otherwise.
What the runtime layer provides is the operational in-
frastructure on which work toward each property can
proceed without having to be rebuilt from scratch, and
the separation between the deterministic generated
core and the non-deterministic agent layer, maintained
throughout the paper, is what makes it meaningful to
pursue these properties in a regulated enterprise setting
at all.

6.4. THREATS TO VALIDITY

We identify three threats to validity that a critical
reader should keep in mind. First, although the paper
presents two instantiations, a self-healing chain and an
audit logging agent, both are drawn from the same class
of reactive, event-driven behaviors. Other classes, such
as proactive workflow adaptation, user interface assis-
tance, or document classification, may expose design de-
cisions that serve reactive scenarios well but reactive sce-
narios only. Second, the architecture has been validated
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by construction and not by controlled experiment; the
claim that it scales, performs, or generalizes is a plausi-
bility argument supported by code, not a measurement.
Third, the work is embedded in a single host framework,
BAB, and while the agent layer itself uses only stand-
ard Jakarta EE mechanisms, we have not yet attempted
to port it to a different MDA-generated application to
verify that the host-independence we claim in Section 3
holds in practice.

7. CONCLUSION AND FUTURE WORK

This paper presented a runtime architecture for
LLM-based agents layered over model-driven generated
enterprise applications, instantiated as an extension of
the BAB framework on Jakarta EE. The contribution is
architectural rather than algorithmic: we have shown
how the operational concerns of agent lifecycles, event
dispatching, provider abstraction, inter-agent commu-
nication, and monitoring can be addressed by a small
set of CDI-managed components that integrate cleanly
with a generated application core without modifying it.
The separation between the deterministic generated core
and the non-deterministic agent layer is maintained as
an explicit architectural invariant, which is what makes
it defensible to host LLM-driven behavior inside a regu-
lated enterprise environment.

The architecture was exercised through two instan-
tiations: a self-healing log-monitoring chain that uses
structured LLM interaction and safety-constrained ac-
tion application to propose corrective SQL fixes, and a
non-LLM audit logging agent that coexists with the first
on the same runtime. Together they demonstrate that
the runtime layer is general across event categories and
across reasoning paradigms, and that a concrete, safety-
constrained LLM-driven behavior can be expressed as a
thin layer of domain code over a generic runtime.

Several directions of future work follow directly
from the limitations stated in Section 6. The most
important is the integration of ontological context into
agent prompts, which would allow agents to reason over
log events in terms of the actual entities and workflows
described in the BAB Core ontology rather than over
raw text alone. This integration is envisioned strictly
in the forward direction: agents consume ontological
context and propose PIM-level change requests for of-
fline review. Runtime inversion of generated code back
into ontological constructs is explicitly excluded. A sec-
ond direction is the replacement of the substring-based
anti-recursion filter with an MDC-based marker, which
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would remove a known brittleness in the log chain. A
third direction is empirical: controlled measurement
of healing accuracy, latency, and cost across different
LLM providers on a labeled benchmark of enterprise log
events, which would turn the plausibility arguments of
this paper into quantitative evidence. A fourth direction
concerns the extension of the agent vocabulary beyond
reactive event handling toward proactive planning and
multi-agent coordination, which the current Agent-
Context supports in principle but has not yet been
exercised with a concrete use case.

Taken together, these directions point toward a
closed-loop model-driven architecture in the spirit
of the MAPE-K pattern discussed in Section 2 [21],
in which LLM agents propose changes at the level of
the ontological PIM, a description logic reasoner veri-
fies the consistency of proposed changes, and the BAB
transformation chain regenerates the affected portions
of the application. The runtime layer presented in this
paper provides the Monitor and Analyze stages of such
a loop; the Plan, Execute, and shared Knowledge stages,
grounded in formal ontology verification rather than ad
hoc heuristics, are the natural scope of future work.

We view the present work as the architectural
groundwork on which these steps can be taken. The
runtime layer itself is intentionally small, intentionally
unspecialized, and intentionally honest about what it
does and does not do, properties we consider prerequi-
sites for building trustworthy AI-augmented enterprise
systems.
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